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ABSTRACT
In this paper, we consider a provider that offers an appli-
cation implemented as a composite service to several users
with (possibly) different Quality of Service (QoS) require-
ments. To this end, the provider negotiates with both the
clients and the service providers Service Level Agreements
(SLAs), which define the respective QoS-related obligations
along with the interval of time over which such obligations
are to be met.

We present an efficient SLA provisioning scheme which
allows to determine for each client the constituent services
that best meet its QoS goal as well as the services effec-
tive usage. Differently from most of the current approaches,
which consider independently each single request and often
require the solution of an NP-hard problem, we take into ac-
count the simultaneous and concurrent client accesses to the
application and optimize the aggregated QoS of all incom-
ing client requests by means of a simple linear programming
problem. As a result, the proposed approach is scalable and
lends itself to an efficient implementation.

1. INTRODUCTION
The Service Oriented Architecture (SOA) emphasizes the

construction of applications through the composition of ser-
vices offered by loosely coupled independent providers. As
a consequence, the development focus for such applications
shifts from activities concerning the custom design and im-
plementation to activities concerning the discovery and com-
position of proper services to satisfy a specification, which
may include, in general, both functional and non functional
requirements. These activities, which are quite complex by
themselves, are further complicated by the availability of
services that implement the same functionality, but with
different costs and quality of service (QoS) levels of various
non functional properties.

In a service marketplace [11], services are accessed by

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
IW-SOSWE’07, September 3, 2007, Dubrovnik, Croatia
Copyright 2007 ACM ISBN 978-1-59593-723-0/07/09 ...$5.00.

clients according to a Service Level Agreement (SLA) or
contract, which identifies the service provider, includes in-
formation about the service functionality, and specifies the
conditions for service delivery, including the quality and
quantity levels (e.g., the load that the client can impose)
of the provided service, its cost, duration, and penalties
for non-compliance. Languages such as WSLA [8] or WS-
Agreement [2] may be used to express formally such non-
functional properties.

Hence, besides service discovery and composition, a key
problem that must be solved in the engineering of SOA ap-
plications is their SLA provisioning, which allows the ap-
plication provider to ensure that the services necessary to
obtain the clients best advantage are bound to the clients
requests, particularly when it receives simultaneous and con-
current requests from clients who might have agreed differ-
ent levels of service. From the perspective of an application
implemented as a composite service, the SLA provisioning
requires to address two closely linked issues: (1) the ser-
vice selection to determine the component services that best
match the application non functional requirements within a
set of functionally equivalent candidate services; (2) the ser-
vice provisioning to determine the actual usage of the com-
ponent services. The solution of these issues may be used
by the application provider over two different time scales:
the first for dynamically binding each incoming client re-
quest to the component services, while the latter may be
used on a longer term for planning future SLAs with the
service providers.

In this paper, we focus on the SLA provisioning problem
and propose a solution that addresses jointly the service
selection and provisioning issues. Towards this end, our ap-
proach allows to select not only the component services but
also to determine how much they are being utilized. The
fundamental guideline we follow to tackle this problem is to
devise a solution which is both flexible and efficient, to make
it actually applicable in a SOA environment. By flexible we
mean able to manage different QoS and cost requirements
coming from different clients, and to maximize their satis-
faction, which is an important factor for the success of a
service in a service marketplace. By efficient we mean that
its implementation should not cause an excessive computa-
tional or management load. This last requirement is par-
ticularly crucial in a SOA environment, where the solution
of the SLA provisioning problem is likely to be calculated
relatively often, due to the highly dynamic nature of this



environment, where services may appear and disappear, or
may change some of their previously advertised non func-
tional QoS attributes, and new clients may even arrive in
burst.

We present our solution from the perspective of an ap-
plication implemented as a composite service and provided
by an intermediary broker. Hence, this application contem-
porarily plays the requester role with respect to the ser-
vices it consists of, and the provider role with respect to its
prospective clients [10]. To achieve a high flexibility in the
SLA management, we assume that each new client may ne-
gotiate a SLA with customized service levels according to his
specific requirements. Therefore, in the assessment of a QoS
proposal from a client, the application (under its provider
role) has to decide whether to accept or refuse the new client,
by also taking into account already existing contracts. We
also assume that SLAs have been negotiated between the ap-
plication (requester role) and a pool of providers it intends
to exploit to carry out its own task.

We show how the application can efficiently provide the
SLAs by selecting, among the pool of available services,
those services that allow it to fulfil the SLAs it has ne-
gotiated with its clients, given the constraints defined by
the SLAs settled with the service providers. The selection
is driven by the goal of maximizing some application utility
goal. The search for a new solution to the provisioning prob-
lem is triggered by the occurrence of events that could make
no longer valid a previously calculated solution. Such events
include the arrival or departure of a client with its associ-
ated SLA (the contract includes its duration) or a change
in the set of providers. For the former type of events, the
solution of the SLA provisioning problem can be used to im-
plement a per-contract admission control, to check whether
the application has room to accept a new client with its SLA
without violating the existing SLAs.

There is a significant body of research addressing the ser-
vice selection problem in the SOA environment (e.g., [3],
[4], [5], [12], [13], and [14]). Existing solutions rely on ex-
act algorithms or heuristics (e.g., [4] or genetic algorithms
in [5]) to determine the appropriate candidate services for
the whole composite request. In [13], the authors define a
multi-dimension multi-choice 0-1 knapsack problem as well
as a multi-constraint optimal path problem and propose
heuristic algorithms for their solution. [14] presents a global
planning approach based on integer programming. In [3]
and [12] the service selection is tackled through mixed inte-
ger programming.

All these works consider SLAs concerning a single request
for the application and solve the selection problem inde-
pendently for each SLA. Moreover, the problem with them
is their applicability for runtime solutions. Indeed, these
optimization schemes belong to the class of NP-hard math-
ematical problems and therefore can be solved in polyno-
mial time only via heuristics. Differently from them, in
our approach we consider simultaneously groups of requests
originated from different clients, each one having its own
SLA and contract duration, during which the client gen-
erates an amount of requests addressed to the application
provider. Hence, the SLAs we consider include a specifica-
tion of both the QoS levels the provider agrees to deliver to
the client, and the amount of requests the client can send to
the provider within the contract duration. This latter allows
the provider to define adequate resource provisioning poli-

cies, which are a key element of the SLA management [8].
The contributions of this paper are three-fold. First, we

present a scheme that allows the application provider to
make selection decisions to bind each incoming request for
the application to its appropriate constituent services which
satisfy the QoS levels assured in the SLA. To this end, we
formulate the problem as a Linear Programming (LP) opti-
mization problem, which can be efficiently solved via stan-
dard techniques and is therefore suitable for making runtime
decisions. Second, our proposal solves jointly the service se-
lection and provisioning issues, by taking into account the
simultaneous and concurrent presence of time-overlapping
SLAs agreed by the application with different clients. Third,
our solution can be also efficiently used to manage the per-
contract admission control. We have introduced a LP-based
approach to service selection in [6]. However, the problem
formulation proposed in this paper allow us to take into ac-
count the contract duration and a flexible per-client SLA
definition, thus making our approach suitable for a prompt
implementation in the SOA environment.

The paper is organized as follows. In Section 2 we outline
the SLA definition and the general SLA provisioning opti-
mization problem. In Section 3 we discuss how to compute
the QoS attributes of the composite service and present our
mathematical formulation of the SLA provisioning problem.
In Section 4 we present the results of some numerical exper-
iments. Finally, we draw some conclusions and give hints
for future work in Section 5.

2. SLA MANAGEMENT AND PROBLEM
FORMULATION

In this section, we describe how the SLAs are defined in
our service-oriented model, introduce the notation used to
formulate the SLA provisioning problem and present its gen-
eral formulation that will be later specified in Section 3.

2.1 SLA definition
A SLA is a joint agreement between the two parties play-

ing, respectively, the provider and client role for a given
service. The life-cycle of a SLA may be broadly classified
into the following phases: creation, deployment and provi-
sioning, enforcement and monitoring, termination [9]. The
problem we tackle in this paper concerns specifically the
creation, deployment and provisioning phases. In general, a
SLA may include a large set of parameters, referring to dif-
ferent kinds of QoS attributes (e.g., response time, availabil-
ity, and reputation) and different ways of measuring them
(e.g., averaged over some time interval, individual) [8]. In
this paper, we consider SLAs concerning the average values
of QoS attributes and, for the sake of simplicity, we restrict
our attention to the following three attributes (but other
attributes could be easily added to our framework without
changing the methodology):

• response time: the interval of time elapsed from the
invocation to the completion of a service;

• availability : the probability that the service is avail-
able when invoked;

• cost : the price charged for each invocation of a service.

Hence, we assume that a SLA is defined according to
a template consisting of the following three section: SLO,



load, and duration. In this template, the SLO section indi-
cates the service level objectives (amin, rmax and cmax) that
the provider of a service must guarantee: amin is a lower
bound on the service average availability, while rmax and
cmax are upper bounds on the service average response time
and cost, respectively, experienced by the requests belong-
ing to a given contract. On the other hand, the load section
specifies an upper bound on the load the client intends to
submit to the service, expressed in terms of average rate
of service invocations (invocations/time unit). Finally, the
duration section specifies the period of validity of the con-
tract. Since we deal with SLAs with finite duration, we have
to specify how the obligations defined in the SLA for the av-
erage values of the considered attributes must be fulfilled by
the involved parties. Calculating the average values over the
whole contract duration could not be particularly effective,
as the contract duration could be quite long (one month, for
instance). For this purpose, we adopt a time-interval con-
tract model, where the contract duration is assumed to be a
multiple of a (relatively short, e.g., one hour/one day) time
interval, and the obligations specified in the SLA about the
average values of the attributes must be fulfilled within each
time interval in the contract.

Since the application we are considering plays both the
provider and requester roles, it is involved in two types of
SLA, corresponding to these two roles: we call them SLA-P
(provider role) and SLA-R (requester role). Both these SLAs
are defined according to the SLA model described above and
will be detailed in Section 2.2.

In the case of the SLA-P negotiated between a client and
the application, the SLO section is filled by the client based
on his requirements. It is possible, in general, that the ap-
plication proposes a predefined set of differentiated service
levels, to drive the client indication of a service level, but
this does not change the formulation of our problem. All
the SLAs-P that exist at a given interval define the service
level objectives that the application must meet.

On the other hand, we assume that the application has
already negotiated SLAs-R with a pool of candidate ser-
vice providers. These SLAs-R define the constraints within
which the application can organize a provisioning policy that
makes it able to meet its objectives. Hence, the SLO section
of each SLA-R specifies the bounds on the average availabil-
ity, response time, and cost the application will experience
when invoking that service, provided that the volume of in-
vocations generated by the application will not exceed an
agreed threshold specified in the load section of the SLA-R.

2.2 Application model
We consider that the application logic is expressed through

BPEL [1], which has emerged as the de-facto standard lan-
guage for the orchestration of Web services. Here, without
lack of generality, we restrict on the BPEL structured style
of modeling, and consider workflows which include, besides
the primitive invoke activity, all the different types of struc-
tured activities: sequence, switch, while, pick, and flow.
We denote by V the set of different functionalities (abstract
services) that have been identified to build the application
as a composite service (an example of a travel planning ser-
vice is shown in Figure 1).

Given V, we assume that it is known the usage profile of
the application for the client u, expressed by the quantities
V u

i , i ∈ V. V u
i denotes the average number of times the

FlightTicketBooking

HotelBooking Car Rental

AttractionSearch

Bike Rental

DrivingTimeCalculation

Figure 1: The Travel Planner workflow.

application invokes the abstract service i to fulfil a request
received by the application itself from the client u. For each
abstract service i ∈ V, the broker identifies (e.g., by using
information from service registries) a set Ii,t of implemen-
tations (concrete services), which are available at the time
interval t ∈ T , where T denotes the overall period over which
there exist SLA contracts for the application. We denote by
i.j ∈ Ii,t a given concrete service that implements i during
interval t.

Each concrete service i.j is characterized by its own QoS
levels and cost. Hence, the SLA-R contracted by the appli-
cation with each concrete service i.j is specified by an in-
stance of the general SLA template described in Section 2.1
and defined by the tuple 〈rij , cij , aij , Lij , Dij〉, where Lij is
the average load that the broker has agreed to generate to-
wards i.j and Dij is the SLA validity period expressed as a
multiple of time interval t.

The sets Ii,t, i ∈ V and t ∈ T , together with the SLA-R
contracted with each concrete service i.j, define one side of
the space within which the application must solve the SLA
provisioning problem. The other side consists of the set Ut

of clients that for a given time interval t have already con-
tracted (or are negotiating) a SLA-P with the application.
We denote by 〈Ru

max, C
u
max, A

u
min, γu, Du〉 the parameters of

the SLA-P concerning a client u, where γu is the agreed
volume of requests the client will submit to the application
during its SLA duration Du. We will denote by U = ∪t∈T Ut

the set of the clients which have a SLA-P during T .
All the clients in the set Ut generate during t an overall

flow of invocations to the application which, in turn, gener-
ates corresponding flows of invocations addressed to the ab-
stract services i ∈ V (actually, to the concrete services that
implement them). Within this scenario, the basic problem
that must be solved for the engineering of a SOA application
is how to partition this flow of invocations among the pool
of candidate concrete services that can be used to compose
the application. The solution of this problem is constrained
by the SLA-P and SLA-R negotiated by the application,
and is driven by some utility criterion. In the following, we
give a general formal definition of this problem and explain
how its solution can be used to actually implement the SLA
management. This definition refers to the QoS levels and
cost associated with the application; the explicit calculation
of these quantities is deferred to the next section.

2.3 General problem formulation
Our proposed scheme jointly solves the service selection

and provisioning problems. For each interval t ∈ T and ser-



vice i ∈ V, we must determine: 1) the maximum load the
application intends to send to provider i.j ∈ Ii,t, which we
can regard as the amount of provider i.j resources the appli-
cation plans to use; and, 2) how to partition client requests
for the component services among the concrete implemen-
tations i.j ∈ Ii,t.

For this purpose, we define the vectors bt = [bij,t]i.j∈Ii,t

and xi,t = [xu
i,t]t∈T , where xu

i,t = [xu
ij,t]i.j∈Ii,t , i ∈ V, u ∈ Ut

and t ∈ T . Each entry bij,t of bt denotes the maximum
expected load submitted to the concrete service i.j during
interval t ∈ T . Each entry xu

ij,t of xu
i,t denotes the fraction

of the requests for service i generated by the client u that
is bound to the concrete service i.j (with 0 ≤ xu

ij,t ≤ 1 and∑
j∈Ii,t

xu
ij,t = 1) during t ∈ T . With this model we assume

that, in general, the application can bind to different con-
crete services the requests for an abstract service i generated
by the same client during the SLA validity period. Selecting
always the same concrete service for all requests submitted
by the same client u corresponds to the case xu

ij,t = 1 for
a given i.j ∈ Ii,t. In the rest of the paper, for the sake of
simplicity, we consider the simple scenario where the max-
imum (expected) load bij,t coincides with the actual load
Sij,t(xt) =

∑
u∈Ut

xu
ij,tV

u
i γu the application will redirect to

i.j during interval t ∈ T (in other words, we do not overpro-
vision the SLAs).

The average QoS level and cost experienced by the clients
of the application depend on the values assigned to the en-
tries of the vectors xu

i,t. Let us denote by xt the set of all the
xu

i,t vectors at a given time interval t. For each client u, we
denote by Ru

t (xt), Au
t (xt) and Cu

t (xt) the average response
time, availability, and cost experienced by u during t ∈ Du.

We state the SLA provisioning problem as follows:

max F (x)

subject to: Ru
t (xt) ≤ Ru

max t ∈ Du, u ∈ U (1)

Cu
t (xt) ≤ Cu

max t ∈ Du, u ∈ U (2)

Au
t (xt) ≥ Au

min t ∈ Du, u ∈ U (3)

S(xt) = bt ≤ Lt t ∈ T (4)

x ∈ Et t ∈ T

where x = [xt]t∈T is the decision vector and F (x) a suit-
able utility function. (1)-(3) are the obligations on the QoS
attributes as settled in the SLA-P with the clients, (4) are
the load constraints as agreed in the SLA-R with the service
providers, and x ∈ Et is a set of functional constraints (e.g.,
this latter set includes the constraint

∑
j∈Ii,t

xu
ij,t = 1). The

constraints defined above give a basic formulation of the op-
timization problem we must solve in our approach to the
SLA provisioning problem.

Once the problem stated above has been solved, the appli-
cation uses at runtime its solution as follows for the service
selection. When client u has to invoke the abstract service i
during interval t ∈ Du, the application considers the vector
xu

i,t to bind the request to the appropriate concrete service
implementing i. If there is more than one entry xu

ij,t ≥ 0,
the application selects randomly, using the xu

ij,t values as
probability values, one concrete service i.j ∈ Ii,t to which it
binds the request.

A new solution of the optimization problem may be trig-
gered for solving the per-contract admission control each
time the application has to assess a SLA proposal coming
from a new client. A new solution can be also calculated

when the application identifies: a) some change in the ser-
vice composition, because either an abstract service or a
concrete service is added or removed; b) a change in the
average number of invocations V u

i to the abstract services;
c) a violation of the QoS levels negotiated with the clients
and/or the service providers. Since, as shown in Section 3,
we formulate the SLA provisioning problem by means of
Linear Programming, a new solution imposes just a very
limited computational burden on the application provider.

3. OPTIMIZATION PROBLEM
In this section, we first present how to compute the QoS

attributes for the whole application. We then detail the in-
stance of the general SLA provisioning optimization problem
previously outlined.

3.1 QoS metrics
During any given time interval t ∈ T , for each client

u ∈ Ut, the QoS attributes, namely, the expected response
time Ru

t , the expected execution cost Cu
t and the expected

availability Au
t , depend on: 1) the set of service providers

with which the broker has a SLA during interval t; 2) the
actual concrete service i.j selected to perform each activity
i ∈ V ; and, 3) how the services are orchestrated.

To compute these quantities, let Zu
i,t(xt) denote the QoS

attribute of the abstract service i ∈ V, Z ∈ {R, C, A}. We
have Zu

i,t(xt) =
∑

j∈Ii,t
xu

ij,tzij where zij , z ∈ {r, c, a} is the

corresponding QoS attribute offered by the concrete service
i.j which can implement i during t.
Cost and Availability. We actually consider the loga-
rithm of the availability. In this way, both the cost and
(logarithm of the) availability QoS metrics are additive [7].
Therefore, for their expected value we readily obtain

Cu
t (xt) =

∑
i∈V

V u
i Cu

i,t(xt) =
∑
i∈V

V u
i

∑
j∈Ii,t

xu
ij,tcij

Au
t (xt) =

∑
i∈V

V u
i Au

i,t(xt) =
∑
i∈V

V u
i

∑
j∈Ii,t

xu
ij,taij .

where V u
i is the expected number of times service i is

invoked for a client-u request.
Response Time. Differently from cost and availability, the
response time metric is additive only as long as the compos-
ite service does not include flow structured activities. In
such cases, we readily have:

Ru
t (xt) =

∑
i∈V

V u
i

∑
j∈Ii,t

xu
ij,trij . (5)

In the general case, instead, we need to account for the
fact that the response time of a flow activity [1] is given by
the largest response time among its component activities.
Hence, in the general case, the response time is not additive
and (5) does not hold. Nevertheless, we can still derive
an expression for the response time Ru

t (xt) by recursively
computing the response time of the constituent workflow
activities as shown in [6] which we will later use in the actual
problem formulation.

3.2 Optimization problem
We now detail the instance of the general SLA provi-

sioning optimization problem outlined in Section 2.3. We
solve the problem by directly determining the variables xu

ij,t,



i ∈ V, u ∈ Ut, j ∈ Ii,t, t ∈ T which maximize a suitable ob-
jective function. From the xt, we then obtain the amount of
resources bij,t =

∑
u∈Ut

xu
ij,tV

u
i γu for each provider i.j ∈ Ii,t

to be used during interval t ∈ T .
We assume that the application provider wants, in gen-

eral, to solve the SLA provisioning problem by optimizing
multiple clients’ QoS attributes (which can be either mutu-
ally independent or possibly conflicting), rather than just
a single one, i.e., the response time. Therefore, in general
the optimal SLA provisioning problem takes the form of
a multi-objective optimization. Here, we tackle the multi-
objective problem by transforming it into a single objec-
tive problem. Specifically, we consider as objective func-
tion F (x) an aggregate QoS measure given by a weighted
sum of the (normalized) QoS attributes. More precisely, let

Z(x) =
∑

t∈T

∑
u∈Ut

γuZu
t (xt)∑

t∈T

∑
u∈Ut

γu , where Z ∈ {R, C, A} is the

expected overall response time, cost and availability, respec-
tively. We define the objective function as follows:

F (x) = wr
Rmax −R(x)

Rmax −Rmin
+ wc

Cmax − C(x)

Cmax − Cmin
+ wa

A(x)−Amin

Amax −Amin
(6)

where wr, wc, wa ≥ 0, wr + wc + wa = 1, are weights for
the different QoS attributes. Rmax (Rmin), Cmax (Cmin) and
Amax (Amin) denote, respectively, the maximum (minimum)
value for the overall expected clients’ response time, cost
and the (logarithm of) availability. We will describe how to
determine these values shortly.

Mathematically, we thus formulate the SLA provisioning
problem as follows:

max F (x)

subject to: Ru
t (xt) ≤ Ru

max t ∈ Du, u ∈ U (7)

Ru
l′,t(xt) ≤ Ru

l,t(xt) l′ ∈ d(l), l ∈ F , t ∈ Du, u ∈ U

(8)

Ru
l,t(xt) =

∑

i∈V,i≺ddl

V u
i

V u
l

∑

j∈Ii,t

xu
ij,trij+

+
∑

h∈F,h≺ddl

V u
h

V u
l

Ru
h,t(xt), l /∈ F , t ∈ Du, u ∈ U (9)

Cu
t (xt) ≤ Cu

max t ∈ Du, u ∈ U (10)

Au
t (xt) ≥ Au

min t ∈ Du, u ∈ U (11)
∑

u∈Ut

xu
ij,tV

u
i γu ≤ Lij i ∈ V, j ∈ Ii,t, t ∈ T (12)

xu
ij,t ≥ 0,j ∈ Ii,t,

∑

j∈Ii,t

xu
ij,t = 1 i ∈ V, t ∈ Du, u ∈ U

(13)

Equations (7)-(11) are the QoS constraints for each client
on the response time, cost and availability during each in-
terval where Ru

max, Cu
max, and Au

min are, respectively, the
maximum response time, the maximum cost and the mini-
mum (logarithm of the) availability as defined in the SLA-P
negotiated between the application and client u. The con-
straints for the response time differ from the others since
the response time of a flow activity is given by the largest
response time of its component activities. This is reflected
in the constraints (8)-(9), where F denotes the set of flow
activities in the composite service. Inequalities (8), in par-

ticular, allow us to express the relationship among the re-
sponse time Ru

l,t of a flow activity and that of its compo-
nent activities Ru

l′,t. For each flow activity l, d(l) is the
set of top-level activities/services which are nested within l;
i ≺dd l means that service i occurs within activity j in the
BPEL code and, within j, i does not appear within a flow

activity (see [6] for details). Equations (12) are the SLA-R
constraints and ensure that the application does not exceed
the volume of invocations agreed with the service providers.
Finally, equations (13) are the functional constraints.

The maximum and minimum values of the QoS attributes
in the objective function (6) are determined as follows. Rmax,
Cmax, and Amin are simply expressed respectively in terms
of Ru

max, Cu
max, and Au

min. For example, the maximum re-

sponse time is given by Rmax =
∑

t∈T

∑
u∈Ut

γuRu
max∑

t∈T

∑
u∈Ut

γu . Similar

expressions hold for Cmax and Amin. The values for Rmin,
Cmin, and Amax are determined by solving a modified opti-
mization problem in which the objective function is the QoS
attribute of interest, subject to the constraints (12)-(13).

We observe that the proposed optimization problem is a
Linear Programming problem which can be efficiently solved
via standard techniques. The solution thus lends itself to
both on-line and off-line operations.

4. NUMERICAL RESULTS
In this section, we illustrate the behavior of the proposed

provisioning and service selection scheme through the Travel
Planner service of Figure 1. For readability, in the follow-
ing we have renamed the activities with numbers: 1 for the
FlightTicketBooking activity, 2 for the HotelBooking activ-
ity, 3 for the AttractionSearch activity, etc.

For the sake of simplicity, for all but one abstract service
we assume the application has agreed two SLAs-R, all start-
ing at the beginning of the planning period and all terminat-
ing at its end. For each abstract service, the two services dif-
fer in terms of response time, cost, and availability. Table 2
summarizes the services parameters. They have been chosen
so that for each abstract service i ∈ V, concrete service i.1
represents the better service, which at a higher cost ensures
lower response time and higher availability with respect to
service i.2, which costs less but has higher response time and
lower availability. For all services, we assume Lij = 10. For
the abstract service 2, the HotelBooking service, the broker
has established four SLAs-R with different starting and ter-
minating times, as indicated in Figure 2 (left). Service 2.3
is a very fast but expensive service, while service 2.4 is a
cheaper but slower alternative with a very low availability.

For the period under consideration, we assume the ap-
plication has three clients with different QoS requirements
listed in Table 1 and starting and ending contract times as
shown in Figure 2 (right).

Client Ru
max Cu

max Au
min

1 12 20 log(0.95)
2 15 15 log(0.95)
3 20 12 log(0.9)

Table 1: Client SLA attributes.

We consider the following values for the the number of
service invocations: V u

1 = V u
2 = V u

3 = 1.5, V u
4 = 1, u ∈ U ,

V u
5 = 0.7, V u

6 = 0.3, u ∈ U , u 6= 2, and V 2
5 = V 2

6 =
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Figure 2: Travel Planner example: (left) service provider SLA duration for the HotelBooking abstract
service; (right) clients SLA duration.
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Figure 3: Service 2: HotelBooking. Solution of the provisioning problem with wc = 1 - cost minimization.

0.5. In other words, all clients have the same average num-
ber of service invocations except for client 2, which invokes
the services 5 and 6 with different probabilities from the
other clients. The arrival rates of the different clients are
(γ1, γ2, γ3) = (3, 2, 6). We refer to this as the baseline case.

Serv. rij cij aij

1.1 2 6 log(0.999)
1.2 4 3 log(0.99)

2.1 2 4 log(0.999)
2.2 4 2 log(0.99)
2.3 1 4.5 log(0.99)
2.4 5 1 log(0.95)

3.1 1 2 log(0.999)

Serv. rij cij aij

3.2 3 1 log(0.99)

4.1 0.5 0.5 log(0.999)
4.2 1 0.3 log(0.99)

5.1 2 1 log(0.999)
5.2 2.2 0.7 log(0.99)

6.1 1.8 0.5 log(0.999)
6.2 2 0.2 log(0.99)

Table 2: Concrete services QoS attributes.

In the following, given the large number of parameters af-
fecting the solution, we focus on the SLA provisioning strat-
egy for the HotelBooking service, which is characterized by
a larger and diverse number of providers during the period
under consideration. Nevertheless, we remark that similar
conclusions can be drawn for the other services as well. For
the different HotelBooking service providers, in Figures 3
and 4 we illustrate the optimal provisioning strategy for the
entire period for two different scenarios: 1) the application
minimizes the average cost (wc = 1); and, 2) it minimizes
the average response time (wr = 1).

In the first scenario (see Figure 3), the overall goal is to
minimize the average cost. This is achieved by always us-
ing the least expensive services (services HotelBooking.2 and
HotelBooking.4). HotelBooking.1 is partly used in the first
four intervals as HotelBooking.2 is fully utilized and Hotel-
Booking.4 is only available starting from interval 5. Because
of its high cost, HotelBooking.3 is never used. In the second
scenario (see Figure 4), the goal is to minimize the average
response time. This is achieved only in part by using the
faster services available in the different intervals. Indeed,
because of client 2 and client 3 (as later shown) stringent
requirements on the maximum average cost, the application
needs to also invoke the slower services to keep the overall

cost within the clients’ SLA.
In Figure 5, we show for client 3 (the only client which

has a SLA covering the entire period) the expected com-
posite service QoS metrics for the different intervals. As
expected, client 3 enjoys better response times and availabil-
ity at higher cost in the second scenario, while the reverse
is true in the first scenario. Observe that when minimizing
the response time, the average cost is exactly 12, the agreed
average cost upper bound C3

max. Thus, the overall response
time could be even lower had the user agreed to pay more.
When minimizing the cost, on the other hand, the compos-
ite service availability is only 0.9 - the agreed lower bound -
from interval 5 onward. Hence, a cheaper service cannot be
offered unless the client accepts a more unreliable service.

Finally, we consider the case that an additional client,
client 4, contacts the broker to set a service contract start-
ing interval 5, terminating interval 7, for an average load of
γ4 = 2 and the following QoS levels: R4

max = 15, C4
max = 12

and A4
min = log(0.9). To determine whether the new client

can be accepted with the requested QoS levels, the broker re-
executes the optimization problem, taking into account the
additional load and the client 4 QoS requests. In this exam-
ple, the problem has a feasible solution, which is shown in
Figures 3 and 4 (the shaded bars). Basically, the additional
load induced by client 4 is best handled in both scenarios
(wc = 1 and wr = 1) by increasing the load on the service
HotelBooking.4 during the intervals from 5 to 7.

5. CONCLUSIONS
SLA provisioning represents a challenging issue for the

engineering of SOA applications implemented as compos-
ite services. In this paper, we have proposed the formula-
tion of a constrained optimization problem that addresses
jointly the two closely related issues of service provisioning
and selection. We have devised a flexible and efficient ap-
proach that is applicable in the SOA environment because:
(1) clients may negotiate SLAs with customized QoS levels
according to their specific requirements, (2) our optimiza-
tion problem can be solved via standard techniques for linear
programming, which makes its solution suitable to on-line
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Figure 4: Service 2: HotelBooking. Solution of the provisioning problem with wr = 1 - response time
minimization.
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Figure 5: Client 3 QoS metrics: (left) response time; (center) cost; (right) availability.

operations. Our problem formulation can be easily modified
to take into account other QoS attributes, such as reputation
and reliability. Moreover, it can be easily extended to deter-
mine a new resource provisioning that the application can
negotiate with the service providers in case a new contract
cannot be established with the existing SLAs-R.

The model proposed in this paper provides a statistical
guarantee on the QoS attributes expected in each time in-
terval. Directions for our future work include the support
for more general types of statistical guarantees (e.g., up-
per bound on the 99-percentile of the response time), the
dynamic re-binding of the concrete services during the pro-
cess execution, and the sharing of the same services among
multiple applications.
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